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We examined the manipulability of face identity judgements by combining a sorting task
for unfamiliar faces with a standard test of choice blindness. In Experiment 1, 50 partici-
pants completed a sorting task and then justified grouping specific pairs of photos together
or apart. On manipulated trials, the presented pairings were different from those the
participants had actually produced. Detection rates for these identity manipulations were
strikingly low (�21%). Moreover, participants readily provided justifications for identity
decisions that they had not made, typically referring to specific facial features.
Experiment 2 was conducted along similar lines and confirmed that lower task difficulty
and higher confidence in one’s face identity judgements increase detection rates. We con-
clude that observers can easily be led to believe that they made identity judgements they
did not make. As well as underscoring the fragility of unfamiliar face matching, our findings
have implications for identity judgements in legal settings.

� 2016 Elsevier Inc. All rights reserved.
1. Introduction

Individual faces do not have a fixed appearance. They vary considerably due to fluctuations in the facial surface (e.g.,
expression, ageing), environmental conditions (e.g., lighting), and image capture device (e.g., camera or perceiver; Jenkins,
White, Van Montfort, & Burton, 2011). Such image variability makes matching or recognising unfamiliar faces a difficult
and error-prone task (Burton & Jenkins, 2011; Johnston & Edmonds, 2009). In a recent demonstration of this, Jenkins
et al. (2011) asked participants to sort 40 unfamiliar face images by identity, so that different images of the same person
were grouped together. What the participants didn’t know was that only two identities were present in the set – 20 photos
of Person A and 20 photos of Person B. Surprisingly, none of the participants arrived at the correct solution (i.e., two iden-
tities). Instead, they perceived an average of seven distinct identities in the set. In a follow-up experiment, participants who
were familiar with the two identities straightforwardly sorted the photos into two sets, almost without error. Together, these
results illustrate the transformative effect of familiarity on face identification: It is very difficult to map naturally varying
photos of unfamiliar faces onto the correct identities, even though the same task is easy when the faces are familiar
(Jenkins & Burton, 2011).
oscience,
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To date, studies of unfamiliar face matching have focused mainly on response-based measures of task difficulty such as
error rate. Here we examine unfamiliar face matching in a confrontational setting designed to assess observers’ commitment
to their own identity decisions. This situation is potentially important for face identification in legal settings, where an obser-
ver’s decision may be directly queried (Wells & Olson, 2003), and manipulation of the decision (whether deliberate or inad-
vertent) could have serious consequences.

Over the last decade, a number of studies have uncovered an intriguing phenomenon known as choice blindness
(Johansson, Hall, Sikström, & Olsson, 2005) – apparent lack of insight into one’s own decisions. In a typical choice blind-
ness experiment, participants are asked to indicate their preference for one of two faces. Next, participants are confronted
with their choice and asked to justify it. On critical trials, the participant’s choice is secretly switched, so that the decision
that the participant is asked to justify is opposite to the decision that he or she actually made. Choice blindness refers to
the counterintuitive finding that only very few of these manipulations are detected at the time of presentation (concur-
rent detection). Indeed, participants readily report the reasoning behind decisions that they did not make. Even after they
are informed about the manipulation, few report that they noticed anything untoward (retrospective detection). This sur-
prising phenomenon appears to be robust across a wide range of stimuli and judgements (Hall, Johansson, Tärning,
Sikström, & Deutgen, 2010; Johansson et al., 2005; Merckelbach, Jelicic, & Pieters, 2011; Sauerland, Sagana, & Otgaar,
2013).

In this paper, we examined the manipulability of identity judgements by combining a card-sorting task for unfamiliar
faces with a standard choice blindness test across two experiments. After completing the card-sorting task, participants were
asked to justify grouping specific pairs of photos together or apart. As in previous choice blindness manipulations, some of
the presented pairings were markedly different from those that the participants had actually produced. We expected overall
performance in the card-sorting task to be poor, in line with previous findings. However, our main interest was whether par-
ticipants might fail to detect manipulations of their own decisions, demonstrating choice blindness for facial identity.

Experiment 2 is a conceptual replication of Experiment 1. The two experiments differ in task difficulty, which was lower
in Experiment 2 by reducing the number faces and number of identities to be sorted by the participants. This way, we
wanted to test whether lowered task difficulty reduces blindness effects. Additionally, the second experiment tested the idea
that decisions in which subjects place much confidence make them relatively immune against blindness manipulations.

2. Experiment 1

2.1. Materials and methods

2.1.1. Participants
Fifty student participants (26 men, 24 women; Mage = 23.46, SDage = 2.49) took part in the current study in exchange for

course credit or a small reward.

2.1.2. Stimuli
Fifty face photographs were collected for the card-sorting task. The image set comprised 6–8 photos for each of seven

Australian or British public figures (Fearne Cotton, Tess Daly, Jennifer Ellison, Johanna Griggs, Ada Nicodemou, Denise van
Outen, Katie Ritchie) who were unknown to our Dutch participants (as confirmed in debriefing). All images were collected
from the internet, using the individuals’ names as Google Image search terms. We accepted only images that (i) exceeded
150 pixels in height, (ii) showed the face in roughly frontal aspect, and (iii) were free from occlusions. However, we did
not constrain variability in facial factors (e.g., emotional expression), environmental factors (e.g., lighting conditions), and
image factors (e.g., camera characteristics) that affect the appearance of a face photograph. All photos were colour-
printed onto white card at a size of 38 mm wide � 50 mm high and laminated for use in the experiment. Copyright restric-
tions prevent us from reproducing the complete image set here, but they can be obtained from the first author. Fig. 1 shows
representative examples.

2.1.3. Stimulus selection
The particular image pairs that were presented in each manipulation condition were pre-selected on the basis of two pilot

studies. The purpose of the first pilot study was to ensure that all four manipulations could actually be performed. For exam-
ple, in order to administer the Different–Same–Same condition (DS-Same; the conditions will be explained below), a partic-
ipant would have to incorrectly assign two images of the same person to two different groups. To find image pairs that could
give rise to the critical errors, 54 adults (19 women, 35 men) used a 10-point Likert scale (0 = not at all similar; 9 = highly
similar) to rate the similarity of 22 image pairs in an online survey. For each pair, the raters also indicated whether or
not the two images showed the same person.

The second pilot study allowed us to equate image pairs for distinctiveness and memorability. Equating pairs on these
measures is essential to rule out alternative explanations of apparent choice blindness effects (e.g., Meissner, Brigham, &
Butz, 2005; Vokey & Read, 1992; Wickham, Morris, & Fritz, 2000). Twenty-five adults (9 females, 16 males) rated 42 images
for distinctiveness and memorability using a 10-point Likert scale. Two separate measures of distinctiveness were taken. For
the first measure, participants simply indicated how distinctive they found a face. For the second one, participants indicated



Fig. 1. Can you sort these faces by identity? The solution is given in Appendix A1.
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how difficult it would be to recognise the face in a crowd. Finally, to verify that the faces were not familiar to Dutch obser-
vers, participants were asked whether or not they could identify the faces. As expected, none of the faces was correctly iden-
tified by any of the participants.

For the DS-Different, DS-Same, and SD-Same conditions, two image pairs were selected. The most important criterion for
selection was that they did not differ significantly in terms of distinctiveness and memorability. For the SD-Same pairs we
selected two images of the same person that were (1) rated as quite similar, and (2) judged to be the same person by most
raters. This was to ensure that participants could plausibly assign the two images to the same group, thus ensuring that the
planned manipulation could actually be administered. Likewise, for the DS-Different and the DS-Same conditions, we
selected image pairs that were rated (1) moderate to high in similarity, and (2) judged to be the same person by few raters.
Table S1 in the supporting information available online summarises these ratings for the selected image pairs.

For the SD-Different condition, we did not pre-select any image pairs during pilot testing. This is because, based on earlier
findings (Jenkins et al., 2011, Experiments 1 and 2), we did not expect the required merging errors to arise. As it turned out,
in a test run with four participants, merging errors occurred several times, possibly because our image set contained seven
identities rather than just two. We therefore seized the opportunity to manipulate these events too by selecting suitable
image pairs for each participant at the time of testing.

2.1.4. Design
Four conditions of choice blindness were presented in a within-subjects design. In all four conditions, the experimenter’s

assertion about the participant’s grouping of two images (same identity or different identity) was different from the partici-
pant’s actual grouping. The conditions were differentiated by the direction of this manipulation (same to different judgement;
or vice versa) and by the actual identity relation of the images (same or different identity). Table 1 summarises these
conditions.

In the first manipulation condition, the participant correctly assigns two images to two different groups. However, in the
subsequent interview, the experimenter asserts that the participant assigned the two images to the same group. To indicate
the participant’s judgement (Different), the experimenter’s assertion (Same), and the actual identity relation (Different), we
refer to this condition as the DS-Different condition.

In the second manipulation condition, the participant incorrectly assigns two images to two different groups, while the
experimenter asserts that the participant had assigned the images to the same group (DS-Same condition). SD-Same and
SD-Different conditions were created analogously.



Table 1
Overview of manipulation conditions and interview procedure in Experiment 1.

Trial Participant judgment Experimenter assertion Actual identity relation Condition Manipulated trials
(marked with �)

The two pictures are. . . You said that these two pictures are. . . The two pictures are. . .

1 the same person the same person the same person SS-Same
2 different people different people different people DD-Different
3 different people the same person different people DS-Different �
4 different people different people the same person DD-Same
5 different people the same person the same person DS-Same �
6 the same person the same person the same person SS-Same
7 the same person different people the same person SD-Same �
8 different people different people the same person DD-Same
9 different people the same person different people DS-Different �

10 different people different people different people DD-Different
11 the same person different people different people SD-Different �
12 the same person the same person different people SS-Different
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Concurrent and retrospective detection were the dependent variables for this task. A concurrent detection is recorded
when a participant reported the manipulation at the time it was presented. A retrospective detection is recorded when a
participant correctly distinguishes between manipulated and non-manipulated image pairs in the post-test questionnaire.

2.1.5. Procedure
Participants signed the informed consent form and were then asked to sort the 50 face images by identity, so that images

of the same person were grouped together. Participants were free to create any number of groupings, with any number of
cards in each group. No time limit was imposed for this task. Immediately following the card-sorting task, participants com-
pleted the Marlowe Crowne Social Desirability Scale (MCSDS; Crowne & Marlowe, 1960) and the Gudjonsson Compliance
Scale (GCS; Gudjonsson, 1989).

Meanwhile, the experimenter inspected the participant’s image groupings and extracted image pairs for the interview.
Where possible, participants were confronted with twelve image pairs, five of which were manipulated. Two DS-Different
trials were manipulated, because we deemed it to be of greatest forensic interest, because failure to detect this type of
manipulation could lead to the incrimination of an innocent suspect.

Note that not all planned manipulations could be implemented for each participant, as the manipulations were depen-
dent on participants’ identity judgements. For example, if a participant grouped together images that had been earmarked
for the DS-Same condition, this manipulation could not be implemented. Trials were presented in the same order for all par-
ticipants to minimise risk of procedural error. The experimenter began the interview by asking the participant about two
images that had been correctly assigned to the same group (‘‘You said these two are the same person. Please explain your
answer”). Manipulated and non-manipulated trials then followed in alternating order. Table 1 provides an overview of all
trials.

In the subsequent post-test questionnaire, participants were (misleadingly) informed that they had been assigned to one
of two possible conditions with equal probability: In one condition, some images had secretly been manipulated by the
experimenter, so that the pairings presented at the interview differed from those produced by the participant. In the other
condition, no such manipulation had taken place. Any participants who suspected that they were in the manipulation con-
dition were shown all of the images intermixed on a display board, and were asked to indicate those for which they had
noticed a change (retrospective detection). Finally, participants were debriefed.

2.2. Results

2.2.1. Card-sorting performance
Data from two participants, who created 24 and 32 identity groups from the 50 photographs, were excluded because they

were outliers. The pile including the most pictures of one individual was considered that person’s identity’s pile. Any picture
added to this pile that did not depict this individual would be considered a merge. Any additional pile including a picture of
this individual would be considered a split. For the remaining 48 participants, the mean number of perceived identities was
10.91 (95% confidence interval [CI] 9.91; 11.91, SD = 3.54, range 6–19) – significantly higher than the seven identities that
were actually present, t(47) = 7.66, p < .001, d = 2.20. Thus, on average, participants assigned photos of the same face to dif-
ferent identity groups (identity split errors; M = 7.27, 95% CI [6.04,8.50], SD = 4.23) more often than they assigned photos of
different faces to the same identity group (identity merge errors; M = 2.88, 95% CI [2.08,3.67], SD = 2.73), t(47) = 6.69,
p < .001, d = 1.95. In keeping with analyses of hits and false positives in face identification (e.g., Megreya & Burton, 2007),
split errors and merge errors were not correlated (psP .170; overall: r = .20, p = .170), with one exception (ID 6: r = .49,
p < .001). The upper part of Table 2 summarises the frequency of these errors.



Table 2
Frequencies of identity splits and merges for identities in Experiments 1 and 2.

Experiment 1 ID 1 ID 2 ID 3 ID 4 ID 5 ID 6 ID 7

Number of splits
M 0.75 0.56 2.25 1.60 0.79 0.75 0.56
95% CI 0.50; 1.00 0.38; 0.74 1.90; 2.60 1.24; 1.96 0.57; 1.01 0.51; 0.99 0.29; 0.83
SD 0.89 0.65 1.23 1.27 0.77 0.86 0.94
Minimum 0.00 0.00 0.00 0.00 0.00 0.00 0.00
Maximum 3.00 2.00 7.00 5.00 3.00 4.00 4.00

Number of merges
M 0.48 0.44 0.69 0.77 0.19 0.17 0.15
95% CI 0.28; 0.68 0.25; 0.63 0.47; 0.91 0.57; 0.97 0.08; 0.30 0.01; 0.33 0.05; 0.25
SD 0.71 0.68 0.78 0.69 0.39 0.56 0.36
Minimum 0.00 0.00 0.00 0.00 0.00 0.00 0.00
Maximum 2.00 2.00 3.00 2.00 1.00 3.00 1.00

Experiment 2 ID 1 ID 2 ID 3 ID 4

Number of splits
M 2.87 2.29 5.44 3.39
95% CI 2.70; 3.04 2.15; 2.44 5.17; 5.70 3.22; 3.55
SD 0.99 0.81 1.50 0.93
Minimum 1.00 1.00 2.00 2.00
Maximum 6.00 4.00 9.00 6.00

Number of merges
M 0.36 1.06 0.47 0.60
95% CI 0.22; 0.50 0.83; 1.30 0.31; 0.63 0.42; 0.79
SD 0.78 1.33 0.91 1.04
Minimum 0.00 0.00 0.00 0.00
Maximum 4.00 7.00 6.00 6.00

Note. ID = identity, CI = confidence interval. Seven different identities were used in Experiment 1 (N = 48), four in Experiment 2 (N = 124).
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2.2.2. Choice blindness
The mean number of implemented manipulations per participant was 3.96 (SD = 0.80), resulting in a total of 190 manip-

ulations for analysis. All participants demonstrated choice blindness, by failing to detect at least one manipulation. Consis-
tent with this, participants performed at chance when guessing whether they had been assigned to a manipulated group
(46%) or a non-manipulated group (54%; chance = 50%, binomial z = 0.43, p = .667).

The mean concurrent detection rate across all participants was 20.53%, and the rate for retrospective detections (21.05%)
was not much higher. The upper part of Table 3 shows the mean detection rates and 95% CIs for each manipulation trial.

As can be seen from the table, the highest detection rates were in the SD-Same condition (M = 38.24% for concurrent and
retrospective detection). The detection rates for the DS-Same condition (both Ms = 21.21%) and the DS-Different condition
(M = 22.89%, merged across both DS-Different trials) were moderate. In contrast, not a single SD-Different manipulation
was detected concurrently, and only one was detected retrospectively. As this condition was always discussed last, one
might expect a relatively high detection rate due to cascading effects (Johansson et al., 2005). Instead, we found that partic-
ipants were uniformly blind to their own identity merge errors.

Thus, participants were most likely to detect manipulations when they had correctly sorted two photographs that
depicted the same person (SD-Same), while detection rates were remarkably low when participants had incorrectly sorted
two different persons as being the same (SD-Different). Detection rates for correct and incorrect different assignments fell
in between (DS-Different and DS-Same manipulations).

We would like to draw special attention to the DS-Different condition (detection rate M = 22.89%, merged across both DS-
Different trials). In this condition, correct separations of different identities were overruled by a challenge from the experi-
menter. From a legal perspective, this is perhaps the most important aspect of our findings, as failure to detect this type of
manipulation could lead to the incrimination of an innocent suspect.

2.2.3. Queries of non-manipulated trials
In 25 of 301 cases (8.3%), participants also queried a non-manipulated assignment. That is, when asked to justify decisions

that they had in fact made, they expressed doubt about those decisions. With the exception of a single SS-Same trial, spon-
taneous queries of non-manipulated trials always occurred in the DD-Same condition (20 cases) or SS-Different condition (4
cases), when participants had initially made an incorrect identity judgement. Presumably, on average, photos presented at
interview looked more similar when they showed the same person than when they showed different people, which allowed
participants to detect some of their errors. Note, however, that their original, incorrect grouping decisions may have been
based on different image pairs than were presented at interview (e.g., Photo 1 of Person A and Photo 1 of Person B, versus
Photo 1 of Person A and Photo 2 of Person B). Apparently some photos of Person A and Person B were easily confusable,
whereas others were not.



Table 3
Number of manipulations carried out and detected per condition for Experiments 1 and 2.

Manipulation trial Choice blindness
condition

Confidence condition # performed
manipulations

Concurrent detection Retrospective
detection

M (%) 95% CI M (%) 95% CI

Experiment 1
1 DS-Different n/a 45 31.11 17.58; 44.64 31.11 17.58; 44.64
2 DS-Same n/a 33 21.21 7.26; 35.16 21.21 7.26; 35.16
3 SD-Same n/a 34 38.24 21.90; 54.58 38.24 21.90; 54.58
4 DS-Different n/a 39 12.82 2.33; 23.31 12.82 2.33; 23.31
5 SD-Different n/a 39 0.00 – 2.56 0.00; 7.52

Across trials 190 20.53 14.79; 26.27 21.05 15.25; 26.85

Experiment 2
1 DS-Different Low 88 30.68 21.04; 40.32 47.73 37.29; 58.17

High 88 38.64 28.47; 48.81 51.14 40.7; 61.58

2 DS-Same Low 80 22.50 13.35; 31.65 36.25 25.72; 46.78
High 77 36.36 25.62; 47.10 53.25 42.11; 64.39

3 SD-Same Low 44 36.36 22.15; 50.57 34.09 20.08; 48.10
High 55 78.18 67.26; 89.10 72.73 60.96; 84.50

4 SD-Different Low 22 18.18 2.06; 34.30 22.73 5.22; 40.24
High 28 71.43 54.70; 88.16 53.57 35.10; 72.04

SD-Different (non spec) Low 7 14.29 0.00; 40.22 57.14 20.48; 93.80
High 3 33.33 0.00; 86.67 66.67 13.33; 100.0

Across trials 492 39.02 34.71; 43.33 48.37 43.96; 52.80

Note. n/a = not applicable. Experiment 1: N = 48, Experiment 2: N = 124. Non spec = trials for which confidence was not formally determined during piloting.
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2.2.4. Justification of identity judgements
One striking aspect of choice blindness is how readily participants justify choices that they did not in fact make

(Johansson et al., 2005). The upper part of Table 4 summarises the justifications that participants provided in the current
study. These justifications are organised in six categories, according to the information they were based on: (i) specific fea-
ture of the face (e.g., eyes or mouth), (ii) global appearance of the face (e.g., heavy or light), (iii) apparent age of the person
(i.e., young or old), (iv) character attribution (e.g., looks happy), (v) intuition (i.e., decision based on a gut feeling), and (vi)
guessing (i.e., no basis for the decision). Frequencies for each category of justification were calculated separately for manip-
ulated trials and non-manipulated trials. As can be seen from Table 4, the majority of justifications referred to a specific fea-
ture of the face, or to its global appearance. Remarkably, this was true for manipulated trials (in which the participant
previously made a different decision) as well as for non-manipulated trials. Justifications referring to age, character attribu-
tion, intuition, and guessing were less frequent overall, but were somewhat more likely for manipulated trials than for non-
manipulated trials. Presumably, confabulations that rely on specific physical similarities or differences are less satisfying
when the visible evidence undermines them.

2.2.5. Compliance measures
There were no significant correlations between any of the compliance measures (MCSDS, GCS) and either concurrent or

retrospective detection rates (pP .505 for all). Thus, we found no evidence that the observed choice blindness effects were
driven by participants’ compliance or willingness to please.

2.3. Discussion

In Experiment 1, we used a card-sorting task to investigate choice blindness in judgments of facial identity. In line with
previous findings (Jenkins et al., 2011), overall performance on this task was poor. Participants reliably committed identity
split errors, whereby photographs of the same individual were perceived as different individuals. Identity merge errors (per-
ceiving photos of different individuals to show the same individual) were comparatively rare. Thus, the main difficulty for
participants in this task was in integrating dissimilar images of an individual face. This overall pattern accords with the pat-
tern reported by Jenkins et al. (2011).

More importantly for this study, choice blindness for identity decisions was remarkably prevalent. Manipulated trials
were rarely detected (�21% detection rate for concurrent and retrospective detection). The highest and lowest detection
rates were found for conditions where participants believed two pictures to depict the same person. When this assignment
was correct (i.e., the two pictures actually depicted the same person), detection rate was high (SD-Same: highest detection
rate). When this assignment was incorrect, however, detection rate was almost zero (SD-Different: lowest detection rate).
The detection rates for different assignments, correct or incorrect, did not differ from each other (DS-Different and DS-Same).



Table 4
Raw frequencies and proportions for the six types of justification that participants provided in Experiments 1 and 2. For non-manipulated trials, participants
were justifying decisions that they had actually made. On manipulated trials, participants were justifying decisions that they had not in fact made.

Confidence
condition

Justification

Specific feature Global
appearance

Age Character
attribution

Intuition Guessing Total

Experiment 1
Non-manipulated trials
SS-Same n/a 86 (90.5%) 6 (6.3%) 2 (2.1%) 1 (1.1%) 0 (0.0%) 0 (0.0%) 95 (100%)
DD-Different n/a 86 (89.6%) 9 (9.4%) 0 (0.0%) 1 (1.0%) 0 (0.0%) 0 (0.0%) 96 (100%)
DD-Same n/a 46 (74.2%) 7 (11.3%) 4 (6.5%) 0 (0.0%) 1 (1.6%) 4 (6.5%) 62 (100%)
SS-Different n/a 17 (73.9%) 1 (4.3%) 1 (4.3%) 0 (0.0%) 1 (4.3%) 3 (13.0%) 23 (100%)
Across trials n/a 235 (85.1%) 23 (8.3%) 7 (2.5%) 2 (0.7%) 2 (0.7%) 7 (2.5%) 276 (100%)

Manipulated trials
DS-Different n/a 37 (56.9%) 7 (10.8%) 9 (13.8%) 0 (0.0%) 7 (10.8%) 5 (7.7%) 65 (100%)
DS-Same n/a 17 (65.4%) 1 (3.8%) 1 (3.8%) 0 (0.0%) 6 (23.1%) 1 (3.8%) 26 (100%)
SD-Same n/a 12 (57.1%) 2 (9.5%) 2 (9.5%) 0 (0.0%) 2 (9.5%) 3 (14.3%) 21 (100%)
SD-Different n/a 30 (76.9%) 7 (17.9%) 0 (0.0%) 0 (0.0%) 1 (2.6%) 1 (2.6%) 39 (100%)
Across trials n/a 96 (63.6%) 17 (11.3%) 12 (7.9%) 0 (0.0%) 16 (10.6%) 10 (6.6%) 151 (100%)

Experiment 2
Non-manipulated trials
DD-Different Low 52 (98.1%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (1.9%) 53 (100%)

High 58 (97.6%) 0 (0.0%) 2 (3.3%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 60 (100%)
n/a 10 (83.3%) 2 (16.7%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 12 (100%)

DD-Same Low 40 (93.0%) 2 (4.7%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (2.3%) 43 (100%)
High 30 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 30 (100%)
n/a 34 (89.5%) 2 (5.4%) 1 (2.7%) 0 (0.0%) 1 (2.7%) 0 (0.0%) 38 (100%)

SS-Same Low 12 (92.3%) 1 (7.7%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 13 (100%)
High 53 (98.1%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (1.9%) 0 (0.0%) 54 (100%)
n/a 55 (90.2%) 4 (6.6%) 0 (0.0%) 1 (1.6%) 0 (0.0%) 1 (1.6%) 61 (100%)

SS-Different Low 9 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 9 (100%)
High 8 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 8 (100%)
n/a 58 (87.9%) 3 (4.5%) 1 (1.6%) 0 (0.0%) 1 (1.6%) 3 (4.5%) 66 (100%)

Across trials n/a 419 (93.7%) 14 (3.1%) 4 (0.9%) 1 (0.2%) 3 (0.7%) 6 (1.3%) 447 (100%)

Manipulated trials
DS-Different Low 57 (93.4%) 4 (6.6%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 61 (100%)

High 47 (87.0%) 4 (7.4%) 0 (0.0%) 0 (1.9%) 1 (1.9%) 2 (3.7%) 54 (100%)

DS-Same Low 57 (91.9%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (1.6%) 4 (6.4%) 62 (100%)
High 45 (91.8%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 4 (8.2%) 49 (100%)

SD-Same Low 24 (85.7%) 2 (7.1%) 0 (0.0%) 0 (0.0%) 1 (3.6%) 1 (7.1%) 28 (100%)
High 12 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 12 (100%)

SD-Different Low 17 (94.4%) 1 (5.6%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 18 (100%)
High 7 (87.5%) 0 (0.0%) 1 (12.5%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 8 (100%)

SD-Same non spec Low 6 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 6 (100%)
High 2 (100%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 2 (100%)

Across trials n/a 274 (91.3%) 11 (3.7%) 1 (0.3%) 0 (0.0%) 3 (1.0%) 11 (3.7%) 300 (100%)
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Moreover, participants readily offered justifications for decisions that they had not in fact made. These justifications were
often strikingly specific, being based mainly on particular facial features (e.g., comparison of the eyes or mouth). Analysis of
compliance measures found no evidence that participants were merely ‘playing along’ with the experimenter (see
Merckelbach et al., 2011; Sauerland et al., 2013, for a similar conclusion). Together, these findings suggest genuine choice
blindness for facial identity decisions, analogous to the effect previously reported using other stimuli and settings (e.g.,
Hall et al., 2010; Johansson et al., 2005; Merckelbach et al., 2011; Sauerland et al., 2013).

We find choice blindness in this context interesting for several reasons. First, one might expect participants not to
make mistakes when grouping face photographs by identity. The task imposes minimal demands on memory, participants
gave it their full attention, and there was no time pressure. As it turns out, this seemingly simple task attracts many errors,
when the faces are unfamiliar (Jenkins et al., 2011). Similar difficulties are found consistently in other tasks involving
identification of unfamiliar faces (Burton & Jenkins, 2011; Hancock, Bruce, & Burton, 2000). Previous studies have suggested
that decisional ambiguity fosters choice blindness (e.g., Merckelbach et al., 2011; Sagana, Sauerland, & Merckelbach, 2013,
2014, 2015). The prevalence of choice blindness in the current study was likely exacerbated by the perceptual difficulty of
the prescribed task.
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Second, whether or not participants’ identity decisions are correct, provided that they are reasoned decisions, one might
expect a degree of commitment to them (Salti, El Karoui, Maillet, & Naccache, 2014). However, participants were just as will-
ing to accept that they had made a different decision and readily supplied reasons for that decision when asked. This flex-
ibility to accept a markedly different decision implies that grouping photographs by identity did not induce strong
categorical boundaries (Beale & Keil, 1995; Rothstein, Henson, Treves, Driver, & Dolan, 2004), or cause the grouped images
strongly to cohere into a single representation (Neumann, Schweinberger, & Burton, 2013) in this procedure. Indeed, the
experimenter could extract photos from the groups formed by the participant and recombine them with photos from other
groups, without the participant noticing.

This flexibility could reflect participants’ low confidence in their own perceptual decisions, commensurate with the objec-
tive difficulty of the task. If the participant is merely guessing or more or less randomly deciding whether or not one pho-
tograph belongs with another, then it may not be surprising that the decision can easily be overruled. After all, the
participant might equally have made a different guess. We examined this possibility in the next experiment.
3. Experiment 2

Our second experiment had two aims. First, we wanted to test whether assignments made with higher confidence would
be detected at a higher rate than assignments made with lower confidence. Second, we wanted to lower task difficulty and
examine how this affects detection rates. To this end, we reduced the number of faces that the participants had to sort from
50 to 25, and reduced the number of identities from seven to four.

3.1. Materials and methods

3.1.1. Participants
One-hundred-and-twenty-four participants (14 men, 110 women; Mage = 21.67, SDage = 3.82) took part in exchange for

course credit or a small reward.

3.1.2. Stimuli
Twenty-five face photographs were collected for the card-sorting task. The image set comprised 4–9 photos for each of

four British public figures (Jennifer Ellison, Denise van Outen, Tess Daly, and Fearne Cotton) who were unknown to our Dutch
participants (as confirmed in debriefing). Image collection and presentation was analogous to Experiment 1.

3.1.3. Stimulus selection
As in Experiment 1, manipulation photo pairs were chosen to match on distinctiveness and memorability. Additionally,

for each manipulation type, we selected one or more photo pairs for which pilot participants displayed high or low confi-
dence. More specifically, N = 35 participants (11 men, 24 women) rated the memorability and distinctiveness (two different
measures) of 52 faces. Those pairs that matched most closely were selected as potential manipulation pairs. Following our
experience in Experiment 1, we also matched photo pairs for the SD-Different condition. Additionally, two more groups of
pilot participants (N = 36, 13 men, 23 women) indicated whether or not 48 photo pairs depicted the same or different indi-
viduals and how confident they were about this (from 0% to 100%). Confidence ratings for different responses were subse-
quently multiplied by �1 in order to differentiate between confidence in sameness vs. differentness. Those pairs that
showed the greatest difference in confidence ratings, while still roughly matching in memorability and distinctiveness, were
selected as pairs for the four manipulation types. The mean distinctiveness, memorability, and confidence ratings of the
selected pairs are shown in Tables S2 and S3 in the supporting information available online.
3.1.4. Design
Assignment confidence (high vs. low) and choice blindness condition (DS-Different vs. DS-Same vs. SD-Same vs. SD-Differ-

ent) were both manipulated. To prevent participants from becoming become overly suspicious, we limited the number of
manipulations per participant to four. Therefore, we aimed at manipulating a high-confidence photo pair and a low-
confidence photo pair for two of the four possible conditions of choice blindness. Which specific conditions of choice blind-
ness were used was dependent on the assignments the participant made. Concurrent and retrospective detection were again
the dependent variables.
3.1.5. Procedure
The procedure was analogous to Experiment 1, except that (i) participants now sorted only 25 faces instead of 50, and (ii)

participants were interviewed about eight of their assignments in total, four of which were manipulated. The interview
always began with a non-manipulated trial, with manipulation status alternating for the remaining trials. The non-
manipulated trials comprised one SS-Same, DD-Different, DD-Same, and SS-Different trial each. When possible, the non-
manipulated pairs were drawn from the pre-selected pairs that were not used for manipulation for that participant. When
this was not possible, randomly selected pairs were used.
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3.2. Results and discussion

3.2.1. Card-sorting performance
The mean number of perceived identities was 10.15 (95% CI [9.52,10.78], SD = 3.55, range 3–19) – significantly higher

than the four identities that were actually present, t(123) = 19.30, p < .001, d = 3.42. Thus, as in Experiment 1, participants
assigned photos of the same face to different groups (identity split errors; M = 13.98, 95% CI [13.44,14.52], SD = 3.05) more
often than they assigned photos of different faces to the same group (identity merge errors; M = 2.50, 95% CI [1.91,3.08],
SD = 3.28), t(123) = 24.12, p < .001, d = 4.35. The two measures were negatively correlated for all identities, with ps varying
between <.001 and .096 (overall: r = �.40, p < .001). The lower part of Table 2 summarises the frequency of these errors for
each identity.
3.2.2. Choice blindness
Initially, we had aimed to test two different types of choice blindness manipulation with varying confidence conditions

for each participant (i.e., within subjects). The choice blindness condition would vary between subjects. During data collec-
tion, however, it became apparent that strict adherence to this design would not be possible due to restrictions imposed by
participants’ assignments. More specifically, for many participants, a certain choice blindness manipulation would only be
possible for the high confidence manipulation and not for the low confidence manipulation or vice versa. Furthermore, it
turned out to be particularly difficult to perform SD-Differentmanipulations, because participants did not assign the selected
photo pairs as necessary for this manipulation (i.e., assign two pictures as the same person when they were actually different
persons). Two measures were taken to address these issues. First, if a high and a low confidence manipulation for two speci-
fic choice blindness conditions were not feasible within one participant, the experimenter would perform any other manip-
ulation that was possible given the participant’s assignments. Second, in order to obtain a critical number of SD-Different
trials, the experimenter randomly chose SD-Different photo pairs in 10 cases. High and low confidence pairs were established
based on remarks from previous participants. Given that high and low confidence was not formally established for these
photo pairs, the results for these trials are reported separately.

Four-hundred-and-ninety-two manipulations were carried out (four manipulations for 122 participants, two manipula-
tions for 2 participants). Let us first consider concurrent detection. In total, 192 of these manipulations were detected
(39%; see lower part of Table 3). Participants concurrently detected 1.55 manipulations on average (95% CI [1.31,1.78],
SD = 1.33). Thirty-four participants detected none of the manipulations concurrently, 34 participants detected one, 24
participants detected two, 18 participants detected three, and 14 participants detected all four manipulations concurrently.
Note that this concurrent detection rate is significantly higher than the one observed in Experiment 1, v2(1) = 20.94, p < .001,
phi = .18.

In retrospect, 238 (48%; see lower part of Table 3) of the manipulations were detected, significantly more than concur-
rently (M = 1.93, 95% CI [1.70,2.15], SD = 1.26), t(123) = 3.12, p = .002. Twenty-four participants detected none of the manip-
ulations in retrospect, 16 detected one, 43 participants detected two, 27 participants detected three, and 14 participants
detected all four manipulations retrospectively. Recall that in Experiment 1, all 48 participants had missed at least one of
the manipulations. Unlike Experiment 1, most participants also realised that they had been assigned to a manipulated group
(80.6%; chance = 50%, binomial z = 6.73, p < .001). Analogous to concurrent detection, the retrospective detection rate was
significantly higher than the one observed in Experiment 1, v2(1) = 42.37, p < .001, phi = .25. These findings indicate that,
as expected, when task difficulty decreases, detection rates increase. Nevertheless, the majority of manipulations went
undetected.

Fig. 2 displays the detection rates of Experiment 1 and 2. Note that inferential comparisons of the high and low confidence
conditions were not possible because, as explained above, the very challenging procedure resulted in a mixture of indepen-
dent and dependent data. We therefore rely on condition means and 95% CIs when comparing conditions.

Inspection of Fig. 2 shows that, on a descriptive level, concurrent and retrospective detection rates differed as a function
of assignment confidence for each choice blindness condition and hence overall. Specifically, detection rates were higher for
high-confidence pairs than for low-confidence pairs. This finding confirms our hypothesis that higher confidence goes hand
in hand with higher detection rates.

Comparing responses for high-confidence and low-confidence pairs, there are some notable differences. Consider the con-
current detection rates. When presented with a low-confidence pair, participants most strongly resisted challenges when
their initial assignments had been correct (DS-Different and SD-Same). For high-confidence pairs, participants most strongly
resisted challenges of faces that they thought to depict the same person, irrespective of this initial judgement being correct
(SD-Same) or not (SD-Different). Strikingly, the low concurrent detection rates for the SD-Different condition in Experiment 1
(M = 0.00%) and SD-Different low confidence pairs in Experiment 2 (M = 18.18%) were complemented by one of the highest
detection rates for SD-Different high confidence pairs (Experiment 2, M = 71.43%). For retrospective detection, the detection
rate was again relatively low for the SD-Different condition across confidence levels, while higher detection rates were
obtained for correct assignments of different identities (DS-Different; low confidence pairs) or same identities (SD-Same, high
confidence pairs). This pattern suggests a possible interaction between assignment confidence and the type of manipulation.
Although this assumption cannot be tested with the current data, it would be interesting to explore this further in future
studies.
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Fig. 2. Concurrent (A) and retrospective (B) detection rates (in %) and 95% confidence intervals for Experiments 1 and 2 (separately for high and low
assignment confidence). Non spec = trials for which confidence was not formally determined during piloting.
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3.2.3. Queries of non-manipulated trials
In 49 of 496 cases (9.9%), participants also queried a non-manipulated assignment. This is similar to the query rate in

Experiment 1 (8.3%; v2(1) = 0.55, p = .271, phi = .03). Also similar to Experiment 1, most spontaneous queries of non-
manipulated trials concerned the DD-Same condition (26 cases) and SS-Different condition (13 cases). DD-Different trials
(9 cases) and SS-Same trials (1 case) were queried less frequently, indicating that unwarranted queries again occurred pri-
marily when participants had made an incorrect identity judgement.

3.2.4. Justification of identity judgements
Frequencies for each category of justification separately for manipulated trials and non-manipulated trials can be found in

the lower part of Table 4. The overwhelming majority of justifications referred to a specific feature of the face, and this was
again true for manipulated trials and non-manipulated trials (91.3% and 93.7%), followed by global facial appearance. With
the exception of guesses in manipulated trials, other justifications occurred infrequently overall (61.0%).
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4. General discussion

Across two experiments we demonstrated that choice blindness in judgments of facial identity decisions is strikingly
prevalent and that participants readily offer justifications for decisions that they had not in fact made. Experiment 1 estab-
lished this phenomenon. Experiment 2 replicated and extended the main findings by confirming that the strength of the
effect is affected by task difficulty and the level of confidence at which facial identity decisions were made: compared with
Experiment 1, where task difficulty was relatively high, detection rates were higher (i.e., choice blindness was less prevalent)
in Experiment 2, where the task at hand was easier. In Experiment 2, we also found that high confidence was associated with
high detection rates (i.e., low prevalence of choice blindness).

One intriguing aspect of our findings is that participants seldom claimed to have been guessing, and nearly always offered
specific reasons for their decisions (mainly similarity of facial features). Overall, these findings suggest surprisingly fragile
insight into one’s own judgments of other people’s faces: Participants were not aware that their ostensible decisions (as
claimed by the experimenter) were at odds with their actual decisions, and they were not aware that their justifications
of these decisions were confabulated.

As well as extending choice blindness to a new area of cognition research (face identification), our findings also have
implications for identification in legal settings. For example, the concurrent detection rate for DS-Different manipulations
was low in both experiments (Experiment 1: 23%, Experiment 2: 35% across both confidence conditions). This means that
participants could easily be manipulated into believing that they had interpreted two photos as showing the same person,
even though they had actually classified them as different people. This particular form of choice blindness is potentially
important for legal identification, as it suggests a specific route by which an innocent person could be incriminated. The
growing use of surveillance cameras and CCTV in public spaces has fuelled increasing use of video images for identification
purposes (Policy Department for Citizens’ Rights and Constitutional Affairs, 2009; Wells, Allard, & Wilson, 2006). Eyewit-
nesses may be asked to match CCTV images of the perpetrator with a suspect, and the images can be presented in court
as identification evidence (Valentine, 2006). Although the current sorting task may differ from forensic face identification
in some respects (e.g. number of images involved), it is not necessarily more difficult. Unlike many forensic situations, all
of the images in this task were of high quality, and were present when the decisions were made, meaning that no memory
was involved in the task. For identification tasks that are more difficult, choice blindness may be more likely still. While ear-
lier research has shown that observers perform poorly in identification tasks when the faces are unfamiliar (Bruce,
Henderson, Newman, & Burton, 2001; Davies, 2000), the present study goes much further, by implying in addition that wit-
nesses or police may be blind to their own identity matches. If a matching decision is poorly documented, due to procedural
errors, misunderstandings or even deliberate manipulations (see Findley & Scott, 2006; Leo & Drizin, 2010), a switch of iden-
tities could easily go undetected. Considering how often other errors slip into forensic testing procedures (e.g., erroneous
matches of bullets or fingerprints, police misconduct; see Ridolfi & Possley, 2010; Saks & Koehler, 2005), it would be inter-
esting to estimate the frequency of identity switches. The clear implication of our current findings is that such switches could
easily go undetected (see Loftus & Ketcham, 1991; Wagenaar, 1989, for relevant cases). Future studies should investigate
other conditions that exacerbate or mitigate choice blindness, besides the confidence factor implicated here. For now, we
show that observers can easily be led to believe that they made identity judgements that they did not make. As well as
demonstrating the fragility of unfamiliar face matching, our findings have direct implications for identity and mistaken iden-
tity in legal settings.

Appendix A. Solution to Fig. 1

ABCDEFGCFG
EFGBCAFDEB
DABCAGDFCE
FCEGFEABGD
GEGFEACDBC
Appendix A. Supplementary material

Supplementary data associated with this article can be found, in the online version, at http://dx.doi.org/10.1016/j.concog.
2016.01.003.
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